< IPC 중 semaphore 준비과정 >

start_kernel

↓
ipc_init

↓
sem_init

↓
ipc_init_ids (&sem_ids, sc_semmni);
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나중에 사용자가 x = semget(IPC_PRIVATE, 1, 0777|IPC_CREAT) 하게 되면,

asmlinkage long sys_semget (key_t key, int nsems, int semflg) {


int id;


struct sem_array *sma;

.

.

.


if(key == IPC_CREAT)



err=newary(key, nsems, semflg);
.

.

.


return err;

}

struct sem_array {

        struct kern_ipc_perm    sem_perm;     

        time_t                  sem_otime;     

        time_t                  sem_ctime;      

        struct sem              *sem_base;     

        struct sem_queue    *sem_pending;  

        struct sem_queue        **sem_pending_last;

        struct sem_undo         *undo;          

        unsigned long           sem_nsems;      

};
static int newary (key_t key, int nsems, int semflg)

{

        int id;

        struct sem_array *sma;

        size = sizeof (*sma) + nsems * sizeof (struct sem);

        sma = (struct sem_array *) ipc_alloc(size);

        id = ipc_addid(&sem_ids, &sma->sem_perm, sc_semmni);

        used_sems += nsems;

        sma->sem_perm.mode = (semflg & S_IRWXUGO);

        sma->sem_perm.key = key;

        sma->sem_base = (struct sem *) &sma[1];

        /* sma->sem_pending = NULL; */

        sma->sem_pending_last = &sma->sem_pending;

        /* sma->undo = NULL; */

        sma->sem_nsems = nsems;

        return sem_buildid(id, sma->sem_perm.seq);

}
sys_semget(…)에 의해 생성된 자료 구조 모양은
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사용자가 semctl(semid, 0, SETVAL, sem_union) 하게되면

asmlinkage long sys_semctl (int semid, int semnum, int cmd, union semun arg)

{

.

.

.

        switch(cmd) {

.

.

.

        case SETVAL:

                err = semctl_main(semid,semnum,cmd,version,arg);
                return err;

.

.

.

        }

}
static int semctl_main(int semid, int semnum, int cmd, int version, union semun arg)

{

        sma = sem_lock(semid);

        nsems = sma->sem_nsems;

//  “struct sem * curr”
        curr = &sma->sem_base[semnum];

        switch (cmd) {

        case SETVAL:

        
{

                int val = arg.val;

                curr->semval = val;

                curr->sempid = current->pid;

                update_queue(sma);

        
}

        }

        return err;

}
사용자가 semctl(semid, 0, SETVAL, sem_union)을 호출한 결과는
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최종적으로 사용자가 CS(Critical Section : 임계 영역)를 보호하기 위해

semop(semid, &sembuf, 1)과 같이 semaphore operation을 하게되면

asmlinkage long sys_semop (int semid, struct sembuf *tsops, unsigned nsops)

{

        int error = -EINVAL;

        struct sem_array *sma;

        struct sembuf fast_sops[SEMOPM_FAST];

        struct sembuf* sops = fast_sops, *sop;

        struct sem_undo *un;

        int undos = 0, decrease = 0, alter = 0;

        struct sem_queue queue;

        copy_from_user (sops, tsops, nsops * sizeof(*tsops))
        sma = sem_lock(semid);


// sem_array return

        for (sop = sops; sop < sops + nsops; sop++) {

                if (sop->sem_num >= sma->sem_nsems)

                        goto out_unlock_free;

                if (sop->sem_flg & SEM_UNDO)

                        undos++;

                if (sop->sem_op < 0)

                        decrease = 1;

                if (sop->sem_op > 0)

                        alter = 1;

        }

        alter |= decrease;

        if (undos) {

                un=current->semundo;

                while(un != NULL) {

                        if(un->semid==semid)

                                break;

                        if(un->semid==-1)

                                un=freeundos(sma,un);

                        else

                                un=un->proc_next;

                }

                if (!un) {

                        error = alloc_undo(sma,&un,semid,alter);
                }

        } else

                un = NULL;

        …
        /** 

           CS에 진입 가능 하면 “error = 0” 을 return 

           그렇지 않고 sleep 해야 하는 경우는 “error = 1” 을 return

        **/

        error = try_atomic_semop (sma, sops, nsops, un, current->pid, 0);
        if (error <= 0)

                goto update;  // sleep 하지 않고 진행


        { struct sem_queue queue; }



queue.sma = sma;

        queue.sops = sops; 

        queue.nsops = nsops;

        queue.undo = un;

        queue.pid = current->pid;

        queue.alter = decrease;

        queue.id = semid;

        if (alter)

                append_to_queue(sma ,&queue);

        else

                prepend_to_queue(sma ,&queue);
        current->semsleeping = &queue;

        for (;;) {

                struct sem_array* tmp;

                queue.status = -EINTR;

                queue.sleeper = current;

                current->state = TASK_INTERRUPTIBLE;

                sem_unlock(semid);

                schedule();

/** process 전환, sys_semop(…)내에서 stop **/

                if (queue.status == 1)

                {

                        error = try_atomic_semop (sma, sops, nsops, un,

                                                  current->pid,0);

                        if (error <= 0) 

                                break;

                } 

        }

        current->semsleeping = NULL;

        remove_from_queue(sma,&queue);

update:

        if (alter)

                update_queue (sma);
        return error;

}
static int alloc_undo(struct sem_array *sma, struct sem_undo** unp, int semid, int alter)

{

        nsems = sma->sem_nsems;

        size = sizeof(struct sem_undo) + sizeof(short)*nsems;

        un = (struct sem_undo *) kmalloc(size, GFP_KERNEL);

        memset(un, 0, size);

        error = sem_revalidate(semid, sma, nsems, alter ? S_IWUGO : S_IRUGO);

        un->semadj = (short *) &un[1];

        un->semid = semid;

        un->proc_next = current->semundo;
// NULL

        current->semundo = un;

        un->id_next = sma->undo;

        sma->undo = un;

        *unp = un;

}
static int try_atomic_semop (struct sem_array * sma, struct sembuf * sops,

                            int nsops, struct sem_undo *un, int pid, int do_undo)

{

        int result, sem_op;

        struct sembuf *sop;

        struct sem * curr;

        for (sop = sops; sop < sops + nsops; sop++) {

                curr = sma->sem_base + sop->sem_num;

                sem_op = sop->sem_op;

                curr->sempid = (curr->sempid << 16) | pid;

                curr->semval += sem_op;

                if (sop->sem_flg & SEM_UNDO)

                {

                        int undo = un->semadj[sop->sem_num] - sem_op;

                        un->semadj[sop->sem_num] = undo;

                }

                if (curr->semval < 0)

                        goto would_block;

                if (curr->semval > SEMVMX)

                        goto out_of_range;

        }

        sma->sem_otime = CURRENT_TIME;

        return 0;

out_of_range:

        result = -ERANGE;

        goto undo;

would_block:

        if (sop->sem_flg & IPC_NOWAIT)

                result = -EAGAIN;

        else

                result = 1;

undo:

        while (sop >= sops) {

                curr = sma->sem_base + sop->sem_num;

                curr->semval -= sop->sem_op;

                curr->sempid >>= 16;

                if (sop->sem_flg & SEM_UNDO)

                        un->semadj[sop->sem_num] += sop->sem_op;  // undo = 1

                sop--;

        }

        return result;

}
static void update_queue (struct sem_array * sma)

{

        int error;

        struct sem_queue * q;

        for (q = sma->sem_pending; q; q = q->next) {

                if (q->status == 1)

                        continue;       

                error = try_atomic_semop(sma, q->sops, q->nsops,

                                         q->undo, q->pid, q->alter);

                if (error <= 0) {

                        wake_up_process(q->sleeper);  // sleeper를 깨운다.

                        if (error == 0 && q->alter) {

                                /* if q->alter let it self try */

                                q->status = 1;

                                return;

                        }

                        q->status = error;

                        remove_from_queue(sma,q);

                }

        }

}

*******************************************************************************

실제 프로그램 상에서 semaphore를 사용하여 race condition을 

제거하는 경우를 예로 들어 본다면

*******************************************************************************
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sys_semop (int semid, struct sembuf * tsops, unsigned int nsops)

P1이 CS(Critical Section)내에서 stop된 상황에서 P2가 CS내에 들어가는 상황이 발생하면
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error >= 1인 경우 sleep 하고


그렇지 않으면 update 한다.





“새로운 sem_undo{}는


 task_struct, sem_array의


 맨 앞에 삽입한다.”





 /*


    sma(sem_pending에 queue 연결하고     


    sma(sem_pending_last에 Q(next 연결 


 */





Critical Section








_1161693757.vsd
128


.
.
.


*entries


sem_ids{}


*p


.
.
.


ipc_id[128]



_1161694092.vsd
텍스트�

128


.
.
.


*entries


sem_ids{}


*p


.
.
.


ipc_id[128]



_1161622616.vsd
P1 :
① semop(…, &psembuf, …);


CS


④ semop(…, &vsembuf, …);


stopped eip ②


P2 :
⑤, ③ semop(…, &psembuf, …);


CS


semop(…, &vsembuf, …);



_1161624212.vsd
int size=128


.
.
.


*entries


sem_ids{}


.
.
.


ipc_id[128]



_1161692880.vsd
텍스트�

sys_semop( int semid, &psembuf, unsigned int nsops ) 에 의해


struct
kern_ipc_perm
sem_perm


...


*sem_base


*sem_pending


*undo


sem_nsems=1


semval=0


1


…


...


int alter = 1


struct sem_array{}


struct sem_undo{}


task_struct{}


struct sem_queue{}


struct sem_queue * next


struct sem_queue **prev


struct task_struct * sleeper


struct sem_undo * undo


struct sem_array * sma


struct sembuf * sops = &psembuf 커널 영역 == &fast_sops


int id = semid


{ sem_num, sem_op, sem_flg}
          0        -1    SEM_UNDO


try_atomic_semop(…)
이 변경하는 내용들


struct sem_undo * semundo


struct sem_queue * semsleeping


struct sem_undo * proc_next = NULL


struct sem_undo * id_next = NULL


int semid = 32768


short * semadj


// sizeof(short) * nsems


**sem_pending_last


sempid=pid à”pid 0Ring”


�

struct sem{}


short


error = try_atomic_semop (sma, &psembuf내용, nsops, un, pid, 0 )에 의해 smaàsem_base.semval은 감소후 “0보다 작으면” would_block, 즉 return 1 그렇지 않으면 계속 진행하도록 0을 return 한다.


would_block이면



_1161614236.vsd
128


.
.
.


*entries


sem_ids{}


*p


.
.
.


ipc_id[128]



